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ABSTRACT

This paper presents an approach to perform human activity
recognition in videos through the employment of a deep recurrent
network, taking as inputs appearance and optical flow informa-
tion. Our method proposes a novel architecture named BubbleNET,
which is based on a recurrent layer dispersed into several modules
(referred to as bubbles) along with an attention mechanism based
on squeeze-and-excitation strategy, responsible to modulate each
bubble contribution. Thereby, we intend to gather information from
fundamentally correlated segments of the input data, creating a
signature of components that characterize each activity. Our experi-
ments, conducted on widely employed activity recognition datasets,
support the existence of these signatures, evidenced by maps of
bubble activations for every class of the datasets. To compare the
approach to literature methods, mean accuracy is taken into ac-
count, for which BubbleNET obtained 97.62%, 91.70% and 82.60%
on UCF-101, YUP++ and HMDB-51 datasets, respectively, being
placed among state-of-the-art methods.

Index Terms— Activity recognition, Recurrent neural net-
works, Dispersed recurrent layer.

1. INTRODUCTION

Activity recognition is one of the most studied topics in computer vi-
sion [1], presenting a high importance on many applications such as
video surveillance, video annotation and retrieval, home nursing and
elderly care [2, 1, 3]. These activities are connected with the time
domain and important information is denoted by changes in appear-
ance and motion of elements over time [2, 3]. Due to that, spatial
and temporal features are commonly used to describe activities, be-
ing approached by handcrafted spatiotemporal descriptors [4, 3, 2]
and deep convolutional networks [5, 1, 6].

According to the literature [2, 7, 8], complex activities can be
decomposed into correlated primitive segments, i.e., fundamental
parts, such as local motions and sub-actions. However, despite the
existence of this local arrangement, activities do not present a global
temporal structure of their segments, which can be disposed in dif-
ferent orders. A fencing activity video, for example, can exhibit a
frontal saber hit followed by a parry movement, while a different
video can show a parry movement followed by a frontal hit.

During the recent years, several approaches have aimed at de-
signing deep architectures that harness the rich spatio-temporal
information present in activity videos [9], employing mechanisms
such as 3-D convolutions [5] and recurrent neural networks [10, 11].
A less explored path resorts to exploit existent correlations on these
videos, represented by ordered fundamental segments (sub-actions,
for example) and also by the relation between different segments,

which can be spread over an entire video and without any arrange-
ment. To tackle this gap, we propose a model composed of a
recurrent layer split into several independent modules, named bub-
bles, designed to learn both elementary and spread patterns existent
on the overall composition of an action. For each different input,
a bubble activation signature is created, approximating this split
layer to a recurrent fully trainable bag-of-words. To associate this
bubble signature to spatial and temporal information, appearance
and optical flow data are considered as inputs of our model, named
BubbleNET, which also counts on an attention structure to weigh
the contribution of each bubble to the final recognition.

Experiments performed to validate BubbleNET suggest that
our network was able to gather correlated information from activity
videos, producing a unique activation signature for each class. This
assumption is supported by the similarity of signatures between
classes with akin motion and appearance. Our approach achieves
results comparable to state-of-the-art methods on UCF-101 [12] and
YUP++ [13] datasets, with 97.62% and 91.70% accuracies, respec-
tively. On HMDB-51 [14], we outperformed state-of-art methods,
obtaining a 82.60% accuracy.

2. RELATED WORK

Over the past decade, activity recognition approaches have migrated
from handcrafted feature descriptors [1, 3] to methods based on deep
neural architectures [15]. The design of these architectures, boosted
by advances on machine vision and deep learning research, have im-
proved the results of these approaches, corresponding to state-of-the-
art methods for most activity recognition datasets [15, 6].

Due to the importance of spatio-temporal information for a
proper recognition of activities, several approaches focus on the
learning/extraction of shape, appearance and motion cues [4], in-
vesting in architectures that extend 2D image-based to 3D convo-
lutional models [16]. Tran et al. [5], for example, proposed C3D,
a network that incorporates 3D convolutional and pooling layers,
being a mark on the activity recognition field due to impressive
outcomes on UCF-101 [12] and Sports1M [17] datasets.

Popular designs for activity recognition consider architectures
with multiple input modalities [18, 6], mostly associated with RGB
and optical flow information. These architectures exploit the com-
plementarity that exists between such inputs, obtaining a final re-
sponse from the fusion of information that comes from each modal-
ity. The I3D model proposed by Carreira and Zisserman [19], for
instance, consists of a multi-modality network using RGB and opti-
cal flow as inputs. This architecture is an extension of image-based
networks, inflating pre-trained 2D CNN filters to 3D spatio-temporal
filters [6]. Since its publication, this approach is ranked among the
most accurate methods for activity recognition on literature, being



used as a feature extractor or even backbone for many studies.
In addition to networks composed of 3D convolutional filters,

recurrent networks have also been employed for activity recognition
with expressive outcomes [10, 11]. On the architectures proposed by
Donahue et al. [10] and Murad and Pyun [11], for instance, Long-
Short Term Memory (LSTM) and convolutional layers are employed
to gather information from video frames. Despite accurate outcomes
for activity recognition on datasets such as UCF-101 [12], these ap-
proaches do not take into account the existence of primitive corre-
lated segments of information on activities, neither the correlation
of data that is diffused over the input, being more suitable to tasks
such as gesture recognition [20, 21].

The proposed BubbleNET shares similarities with attentional
models, such the ones proposed by Sharma et al. [22] and Gird-
har et al. [23]. On the former, a recurrent model is assembled con-
taining an attentional mechanism that focus on selectivity parts of
video frames, which have their information propagated and recurred
through LSTMs. On the latter, the architecture is designed to learn to
attend to relevant regions around the person performing the action.

Besides following literature trends as the employment of stacks
of convolutional layers and multi-modality inputs, BubbleNET is
composed of a recurrent layer dispersed into modules (bubbles),
aiming at capturing minimally correlated information from activi-
ties. These recurrent bubbles are activated in an independent way,
acting as a mechanism that associates different parts of the data,
stimulates modularization and produces an activation signature for
each activity. To enrich this activation signature, an attention mech-
anism based on Squeeze and Excitation [24] strategy is employed to
weigh the contribution of each bubble.

3. PROPOSED APPROACH

BubbleNET follows the structure depicted in Figure 1. To explore
the complementarity between motion and appearance for activities,
the model counts on two input modalities. The disperse recurrent
layer, composed of bubbles, aims at gathering correlated basal infor-
mation and spread patterns over the input data, being modulated by
an embedded representation produced by the squeeze-and-excitation
strategy, which acts as an attention mechanism to produce attention
weighted bubbles. This section details the network architecture.

Inputs of the model. BubbleNET counts on two input modalities.
The Model Appearance Input corresponds to activations of the 3D
convolutional layer 6a of RGB modality of I3D architecture [19]
pre-trained on Kinetics [25]. These activations are extracted from
the activity video and reshaped from 3600 dimensions to 16× 225.
In turn, the Optical Flow Input corresponds to the DTVL-1 [26]
algorithm response presented to stacked 2D convolutional layers,
as shown in Figure 2. A uniform subsampling was performed on
DTVL- 1 response before submitting to our model, resulting in a fi-
nal shape of 16×112×112×3, representing the number of frames,
width, height and number of channels, respectively. With the choice
for 16 frames to size our input, we tried to make our model applica-
ble for scenarios in which the videos contain few frames. In terms
of reshaping the Model Appearance Input, even without any rela-
tion with the time domain, we adjusted the input to follow a similar
distribution of the DTVL-1 response, creating a 1-by-1 relation.

Recurrent layers. Contrasting to literature, BubbleNET contains a
recurrent layer composed of independent modules (bubbles), each
encompassing few units. Thereat, each bubble converges in a dis-
tinctive way, being initialized by a different set of weights and recur-
ring particular information from parts of input without impacting any
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Fig. 1. BubbleNET architecture for activity prediction.

other bubble. Due to their recursive and independent behavior, bub-
bles tend to gather basal correlated information. In addition, as soon
as data are presented through consecutive timesteps, this disperse
layer captures associations that are spread over these data. Thus,
each bubble acts as a visual word and their layer can be seen as a
fully-trainable bag-of-words.

The most important hyperparameters of BubbleNET architec-
ture are (i) the number of bubbles, (ii) the number of recurrent units
on each bubble and (iii) the type of recurrent unit.
Squeezed representation. To perform an attention mechanism
based on Squeeze and Excitation network [24], an encoding strategy
is performed on the representation obtained by the feature extrac-
tion layers regarding the Model Optical Flow input. This strategy
consists on the employment of two fully-connected layers over this
representation using logistic sigmoid activation and with their output
dimension determined by the number of bubbles of the architecture.
As a result, a compact representation is created to represent the
encoding of this information, containing one scalar value per dimen-
sion. Each dimension of this array is associated to one bubble of the
recurrent layer, modulating their activation through a multiplication
of the scalar by every dimension of each bubble. Besides inspired
on Squeeze and Excitation [24], the present structure does not act
as a self-attention mechanism since it uses optical flow responses to
modulate appearance information encoded on bubbles.
Attention weighted bubbles. With the squeezed representation and
the bubbles of the recurrent layer in hand, the BubbleNET architec-
ture performs a modulation of appearance by the flow response. To
accomplish that, bubble activations are duplicated and a sum is per-
formed with two operands: (i) the bubble activations from recurrent
layer and (ii) the bubble activations modulated by the flow response.
This is in contrast to Squeeze-and-Excitation, which only uses the
latter, i.e., a modulated signal. We empirically observed that this pro-
posed sum between original and modulated activations yields better
results, which we discuss in the experiments. Then, a deformation
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Fig. 2. Feature extraction layers for Optical Flow Input.

of bubble response is performed considering the outcomes of flow.
More formally, Equation 1 represents the attention weighted output
(y) for every bubble i. In this equation, the first term of the sum
represents the bubble activations of the recurrent layer, considering
its output weights (Wy), hidden state (ht), computed by Equation 2,
bias (by) and sigmoidal activation function (σy). In turn, the sec-
ond term represents the optical flow activation weighting, for which
a scalar value (α) modulates the response. The final response of a
bubble is the sum between these two terms.

y(i) = σy(Wyht + by) + (α× (σy(Wyht + by))), (1)

where
ht = σh(Whxt + Uhht−1 + bh), (2)

with Uh representing the weight matrix to update hidden state and
xt representing the input data.

After creating an attention weighted response from the bubbles,
the information is submitted to Batch Normalization, Dropout and
Dense layers. The final response is given by a softmax layer with
its dimension determined by the number of activity classes of the
dataset, as depicted in Figure 1.

4. EXPERIMENTAL RESULTS

To evaluate BubbleNET, tests are conducted on the HMDB-51 [14],
UCF-101 [12] and YUP++ [13] datasets, following their respective
protocols, which allows a comparison of our outcomes to those re-
ported in literature. The evaluation on all datasets considered a very
similar architecture, varying only in terms of number of bubbles and
number of units on each bubble, as shown in Table 1.
Experimental Setup. The parameters of each layer of BubbleNET
architecture are determined by tests performed on HMDB-51
dataset, followed by a size tuning to deal with UCF-101 and YUP++.
Despite the final architecture, depicted in Figure 1, we conducted

HMDB-51 UCF-101 YUP++

Number of Bubbles 256 256 36
Size of Bubbles (units) 24 28 12

Optimizer Adam (β1 = 0.9, β2 = 0.999)
Learning rate 0.0005

Table 1. BubbleNET hyperparameters for each dataset, determined
by tests on HMDB-51 and adjusted for YUP++ and UCF-101.

tests considering variations, such as using different recurrent layers
(LSTM and Vanilla RNN), feature extraction layers for appearance
input and employment of activations directly obtained from excited
bubbles, without performing the sum with previous recurrent activa-
tions. All these experiments are discussed in the next paragraphs.

Datasets. The Human Motion Database (HMDB-51) [14] is com-
posed of 6, 849 videos from 51 activity classes. Since HMDB videos
are collected from different sources, such as YouTube and movie
scenes, this dataset shows to be challenging, due to high variation in
terms of illumination, subjects performing actions and viewpoints.

The UCF-101 dataset [12] is composed of 13, 320 RGB videos
from 101 different activities. UCF-101 uses YouTube as primary
source of videos, presenting high variation of camera motion, object
appearance, pose and viewpoint.

Dynamic Scenes Dataset (YUP++) [13] is a dataset containing
1, 200 videos from 20 different scene classes. Despite being a scene
recognition dataset, YUP++ is evaluated by activity recognition ap-
proaches due to the similarity between tasks. YUP++ encompasses
illumination variations, camera motion and different viewpoints.

Evaluation of the approach. BubbleNET accuracies are shown in
Table 2, along with state-of-the-art methods for UCF-101, YUP++
and HMDB-51 datasets. Table 2 also shows the accuracy achieved
with variations on the proposed architecture, mostly in terms of in-
puts and type of recurrent units. In this table, I3D flow considers
the architecture proposed by Carreira and Zisserman [19] pre-trained
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Fig. 3. Bubble activation signature for classes of HMDB-51. Red-
dish and bluish colors indicate high and low activations, respectively.

HMDB-51 UCF-101 YUP++

HAF+BoW/FV [6] 82.48% - 92.60%
ADL I3D [27] 81.50% - 91.70%

EvaNet [9] 82.30% - -
Two-Stream I3D [19] 80.20% 97.90% -

MARS+RGB+Flow [28] 81.30% 97.80% -
BubbleNET + I3D RGB + I3D Flow + RNN 76.20% 92.43% 86.75%

BubbleNET + appearance FE + I3D Flow + RNN 80.20% 95.63% 90.75%
BubbleNET + Excited Bubbles (no sum) 78.70% 85.82% 84.58%

BubbleNET + RNN 82.58% 97.62% 91.70%
BubbleNET + LSTM 82.60% 97.20% 91.56%

Table 2. State-of-the-art accuracy reported for HMDB-51, UCF-
101 and YUP++ datasets. BubbleNET results along with variations
on the architecture. Appearance FE stands for Feature Extraction
layers for appearance, instead of I3D activations.

with optical flow videos extracted from Kinetics dataset.
The experiments performed on UCF-101, HMDB-51 and

YUP++ datasets evidence the good performance of BubbleNET,
obtaining accuracy results comparable to state-of-the-art meth-
ods for all evaluated datasets, even presenting a lower complex-
ity, in terms of number of parameters, than methods such as
MARS+RGB+Flow [28] and EvaNet [9]. In addition, despite the
slightly inferior outcome when compared to Two-Stream I3D [19]
on UCF-101, BubbleNET was able to outperform this approach
by a huge margin on HMDB-51, even using I3D RGB stream as
a backbone to extract activations. This outcome signalizes the im-
provement obtained by the BubbleNET architecture, advocating that
the disperse recurrent layer could correlate patterns on data that
enhances the performance of the model for activity recognition.

Still in Table 2, one could notice the superiority of the architec-
ture depicted in Figure 1, considering variations in terms of inputs
and type of recurrent layer. Employing I3D for appearance and I3D
optical flow features as a secondary input, for example, led to a much
lower accuracy result. Thereby, less capacity is driven to the cre-
ation of the squeezed representation, what is essential to modulate
the activation of the bubbles and their contribution to characterize
the activities. With the aim of evaluating the gain of our disperse
recurrent layer, we conducted two experiments on YUP++, adjust-
ing the architecture depicted in Figure 1: (i) using a single recurrent
layer and (ii) replacing the recurrent layer by 3-D convolutional lay-
ers, responsible to extract spatiotemporal information from the data
and fuse input modalities. The results in Table 3 evidence the superi-
ority of our disperse layer. All models evaluated on this test present
similar complexity in terms of number of parameters1.

We also noticed that the accuracy gain obtained with LSTMs in-
stead on Vanilla RNNs was minimal on HDMB-51, and negative for

1Source code can be found in github.com/igorcrexito/BubbleNetwork

chewlaugh situpdribble brush hair

Fig. 4. Standard deviation for classes of HMDB-51 compared to
average activation (AA). Yellowish colors indicate values between
1/4 and 1/2 of AA, while bluish indicate values below 1/4 of AA.

Accuracy on YUP++

Disperse Recurrent Layer (bubbles) 91.70%
Single Recurrent Layer 81.11%

No Recurrent Layer 88.70%

Table 3. Alternatives for the disperse recurrent layer.

YUP++ and UCF-101. Since our bubbles tend to model basal cor-
related segments of input, Vanilla RNNs could perform in a similar
way or even better than LSTMs, which also present a much higher
number of parameters and higher training data requirement.

5. DISCUSSION AND CONCLUDING REMARKS

The accuracy achieved with experiments suggest that BubbleNET
properly extracts information from activity videos through its dis-
perse recurrent layer, obtaining comparable outcomes to accurate
methods on literature and emerging as the best reported approach
for HMDB-51 database.

Through the activations of each bubble of the recurrent layer, we
generated a signature for each class. In Figure 3, the mean activa-
tion of each bubble is used to compose an image, depicting the class
signature for activities on HMDB-51. We noticed that each class of
the dataset presented a unique signature and similar activities, as eat
and drink, presented closer signatures than dissimilar activities, such
as laugh, dribble and situp. This outcome supports the idea that the
disperse bubble layer modularized correlated information, acting as
a bag-of-words (or bag of activations).

We also generated images to represent the standard deviation re-
garding each activation. This deviation was compared to the average
values depicted in Figure 3 to produce the images shown in Figure 4.
The low deviation obtained with this test indicate a low intraclass
variation on activations, exposing that different samples of a same
class tend to activate bubbles accordingly to the class signature.

The evidence of the class signature and accurate outcomes for
all tested datasets indicate a good performance of BubbleNET, ri-
valing with state-of-the-art methods for activity recognition. Since
BubbleNET seems to be suitable to gather information from videos,
we intend to perform additional tests considering similar fields of ap-
plication, such as gesture recognition and sign-language modeling.
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