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ABSTRACT

A master-slave setup consists of fixed and PTZ cameras mon-
itoring a scenario to provide high-resolution images of target re-
gions. Most of the works in literature focus on the unrealistic set-
ting with a single person and single ground plane. Differently, in
this work we proposed the CyclePTZ, a learning-based method that
learns the mappings between master-slave and slave-master using a
cycle-consistent neural network. While the master-slave mapping is
used to control the PTZ cameras, the slave-master works as a supple-
mentary supervisor for network training and to perform hard sample
mining. More importantly, as both functions are learned simulta-
neously using the cycle loss, the CyclePTZ is able to learn a bet-
ter mapping between fixed and PTZ cameras. Experimental results
demonstrate that the proposed CyclePTZ is able to follow targets
in multiple ground planes and to record corresponding points with
multiple people in the scene. We compare the proposed method with
the current literature in real-time experiments that demonstrate fa-
vorable performance of CyclePTZ (i.e., reducing the target center
error in 10.92 percentage points).

Index Terms— PTZ cameras, cycle consistence loss, deep
learning systems, master-slave setup, video surveillance.

1. INTRODUCTION

Research in video surveillance systems has increased significantly
in the last decades. It has focused on different research topics such
as face recognition, personal protective equipment detection and
weapon detection. In these applications, high-resolution images are
required to improve the accuracy [1, 2, 3, 4]. However, it is a prob-
lem for traditional surveillance systems composed by several fixed
cameras (i.e., cameras that have stationary lens and not able to per-
form neither tilt, pan nor zoom) as they cannot generate high-quality
images of targets that are distant from the camera.

A potential solution to perform surveillance is to employ a net-
work of PTZ cameras. However, these devices have an elevated cost
compared to fixed cameras. Thus, a hybrid strategy combining fixed
and PTZ cameras (also known as master-slave setup) is a reason-
able compromise as it provides large coverage of the scene, high-
resolution images at a moderate cost [5, 6, 7]. In this setup, the fixed
camera (master) has a wide view of the scene and the PTZ camera
(slave) concentrates its view on regions of interest. The master-slave
setup is controlled by a relationship between the fixed and the PTZ
cameras. This relationship (named correspondence mapping) is es-
sential to provide high-quality images when a target appears in the
scene [8, 9].

Control for a master-slave setup has been addressed in litera-
ture using techniques as homography [10, 11, 12] and geometric
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cues [13, 14, 15]. In fact, despite the recent success of neural net-
works using images captured by PTZ cameras in topics as pedestrian
detection [16], segmentation [17] and pedestrian recognition [18],
to the best of our knowledge, there is a single work that addressed
the master-slave setup using neural networks in a learning-based ap-
proach [19].

The homography-based methods [10, 11, 12] spend time return-
ing the PTZ camera to a predefined position and disregard the ex-
istence of multiple ground planes, while the automatic calibration
based on geometric cues [13, 14, 15] assume very constrained set-
tings (i.e., known person’s height and location in the world coordi-
nate system) to estimate only the pan and tilt angles. On the other
hand, the learning-based approach [19] establishes a correspondence
mapping by recording the spatial locations in the fixed camera and
the corresponding PTZ parameters to align the target in the center
of the PTZ camera view. This information is used to train a fully
connected neural network to infer PTZ parameters providing high-
resolution images of a single target. The main drawback of this lat-
ter approach is that it has to disambiguate individuals when multi-
ple people are in the scene using person re-identification techniques,
which are known to be still an open problem [20, 21, 22] and provide
poor results for many surveillance scenarios (e.g., people wearing
uniforms).

In this work, we propose the CyclePTZ framework for training
a master-slave camera system. Similarly to [19], the CyclePTZ is a
learning-based approach that avoids the traditional calibration stage.
Differently, it applies the cycle-consistency concept to camera con-
trol system [23, 24]. To the best of our knowledge, CyclePTZ is
the first work to use the cycle-consistency to learn both mappings:
master-to-slave and slave-to-master. More importantly, the slave-to-
master mapping works as a supervisor model to capture reliable cor-
responding points (a pair of points that corresponds to the same indi-
vidual captured simultaneously in the master and the slave cameras)
that allows the training to be performed with several targets and mul-
tiple ground planes. In fact, we explore this supervisor function to
automatically assess the fitness and the importance of corresponding
points that can be added to the dataset corpus to train the CyclePTZ
model regularly. As both models are learned simultaneously using
the cycle-consistency loss, the CyclePTZ reaches improved results
when compared to the state-of-the-art in a realistic scenario.

2. PROPOSED MASTER-SLAVE FRAMEWORK

In this section, we present the proposed CyclePTZ framework for
automatically training the master-slave control system. The main
idea of the framework is to use a pair of models trained based on a
cycle loss to select samples suitable to improve the framework accu-
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Fig. 1: Cycle consistency concept. The cycle is represented by blue
and green arrows.

racy. Specifically, the CyclePTZ works in two stages: single person
training and multiple people training. In the former, we have just
one individual in the scene and, therefore any person simultaneously
detected in images captured by PTZ and fixed cameras result in a
valid corresponding point. At this stage, we collect few samples
to train an initial supervisor model, which is not very precise but
can be employed to disambiguate among multiple individuals in the
scene. Then, in the latter, the supervisor model automatically se-
lects the correspondences that are not only valid but also valuable to
improve the model accuracy. Finally, we increment the dataset cor-
pus with the novel corresponding points and train the models from
scratch. Note that the proposed approach is significantly different
from [19], where the authors used a single person setting or person
re-identification to obtain valid corresponding points.

In the following sections, we first present the cycle loss for a
master-slave system (Section 2.1). Then, in Section 2.2, we define
the fitness of a corresponding point and the hard sample mining pro-
cess. Finally, Section 2.3 details the main stages of the proposed
CyclePTZ framework.

2.1. Cycle Loss

In this section, we present our adaptation of the cycle loss [24] for a
master-slave setup (Figure 1). We consider two domains: M (mas-
ter domain formed by bounding boxes parameters x, y, w and h)
and S (slave domain consisting of PTZ parameters P, T and Z). In
addition, we define functions f (forward) and g (backward), where
f maps a bounding box m € M to a PTZ parameter s € S (i.e,
s = f(m)) and, g does the opposite mapping s to m (i.e, m = g(s)).
Thus, the cycle loss can be defined as:

Leyete(f,9) = M1 [lg(f(m)) = m]|5 + Az || £(g(s)) —sll3, (D)

where A1 and A2 control the relative importance of each term. The
idea behind the cycle concept is that we can improve the mapping
functions f and g by forcing that an input (s) that is transformed to
other domain (g(s)) and returned back again preserves its original
structure (f(g(s)) = s).

In the CyclePTZ framework, we use f to compute the PTZ pa-
rameters for a bounding box detected in an image captured by the
master camera, which is the goal in a master-slave control system.
Differently, g computes a bounding box in the master camera that
corresponds to a given PTZ set of parameters. The main intuition in
this work is that using g (supervisor model) we are able to know
which person in the image captured by the master camera is fo-
cused on the PTZ and, therefore, we can obtain valid corresponding
points without the need of performing person re-identification. As
discussed in the following sections, these points are used to increase
the dataset and to improve the accuracy of models f and g.

2.2. Corresponding Points

One crucial step to train the mapping between master and slave cam-
eras (models f and g) consists on automatically obtaining valid cor-
respondences between bounding boxes in the master camera (m)

and PTZ parameters (s). This step is trivial when there is only a
single person in the scene captured simultaneously by master and
PTZ cameras. Therefore, the single person constraint is commonly
adopted in the literature, which limits its application to real world
settings. One key advantage of the CyclePTZ framework is that it
can be trained in a multiple people scenario. To accomplish that, we
use the concept of fitness to automatically assess if corresponding
points are good candidates to train the f and g functions. More im-
portantly, this fitness guides the training process selecting the hard
samples to be added in the next training iterations.

The process starts with the PTZ camera moving and trying to
align an individual to its view using the method described in [19]. It
provides the value of PTZ parameters s for that specific individual.
Notice that g(s) maps s to a bounding box in the image obtained
by the master camera. Considering that we have n detections ob-
tained in the master camera image (1mi, ma, ..., my), we will have
n possible corresponding points (s, m;).

Fitness. We compute the fitness of a corresponding point s and my;
as the Intersection over Union (IoU) between bounding boxes g(s)
and m; in the view of the master camera. In an ideal setting, the
fitness (s, m;) would be zero for all corresponding points except one,
the correct matching. Nonetheless, in practice, we can observe high
fitness values for multiple individuals that are closer (e.g., crowded
scenarios).

To increase the robustness of the corresponding points to am-
biguous situations, we define an ellipsoidal region around g(s) as
B(s). Then, the pair (s, m;) is only considered valid if the fitness
is greater than zero and there is no other detection in the region
B(s). Mathematically, (s, m;) is valid when ToU(g(s), m;) > 0
and JoU (B(s), m;) = 0V # i. To reduce the ellipsoidal region as
the model improves, we defined the major and minor axis as propor-
tional to the training error of model g. The idea is that we can take
more risks as the model converges. Figure 3 shows ellipses around
the bounding boxes. If two people are inside an ellipsis, that corre-
spondence is not added into the training.

Hard Samples. If we consider all the valid samples to train the
model in subsequent training iterations, we will drastically increase
the computational cost and impact in the system scalability. A better
strategy consists in determining how hard for the model is a novel
sample. These hard samples must be used in the next training iter-
ations as they can indicate regions in the scenario where the model
can improve the mapping. For instance, these samples could indicate
multiple ground planes or regions where is rare to observe a person
(e.g., a garden).

We define a hard sample as a valid corresponding point that has
a low fitness. These samples consist on cases where the model g has
only a rough estimative of the bounding box parameters resulting in
a low fitness between g(s) and m;. We assume that including these
samples, we can incrementally improve the fitness for detections in
the full extent of the master camera view.

2.3. CyclePTZ Framework

In this section, we present the proposed CyclePTZ framework to
automatically train a master-slave control system. The CyclePTZ
works in two stages: single and multiple persons. We use the single
person constraint to produce a reduced number of valid correspond-
ing points without the need of a supervisor model (function g). Then,
training models f and g using these samples, we can consider a mul-
tiple people scenario where the supervisor model provides the fitness
and importance of novel samples that are added in the dataset. Fi-



nally, we retrain the models using the dataset until the convergence
—being able to see in details with the PTZ camera all locations in the
master view.

Single Person. The single person setting consists in a special situ-
ation where we have just one detection in the master camera view
(m3). Thus, when the PTZ camera focus on this individual and ob-
tain the PTZ parameter s, we can affirm that the corresponding point
(s, my) is valid without any further analysis. Therefore, we add this
sample to our dataset D.

Multiple People. In this setting, we have two or more detections
in the master camera view. Then, we have to consider all the pos-
sible combinations of corresponding points (s, m;) to define a valid
sample that can be included in our dataset D. In fact, we avoid the
inclusion of redundant samples in our corpus by only adding samples
that are considered difficult in D.

The training of our CyclePTZ framework must start with a sin-
gle person case as the model g need some samples to warm up be-
fore acting as supervisor model. Then, after a minimum number of
samples is reached, we use all the samples (s, m) € D to train the
models f and g using the loss function as

L(f,9) = Leyete(f,g) + Xa 1 (m) — ]2 + A g(s) — ]2,

@)
where the first term corresponds to the cycle loss and, the second
and the third to the forward and backward mapping. In addition, A3
and A4 are hyperparameters that weight the terms. Finally, with an
initial model of g and f obtained after this initial training stage, we
can switch to a multiple people setting to keep adding more samples
to the dataset D. In addition, we retrain the models regularly after a
certain number of samples have been included in the dataset. Note
that the number of samples in D will not become unmanageable as
we only include hard samples.

3. EXPERIMENTAL RESULTS

This section focuses on the evaluation of the proposed CyclePTZ.
We evaluate our main contributions such as the cycle loss, the corre-
sponding points in multiple people and multiple ground planes sce-
narios. Then, we show some limitations of the homography-based
approaches and compare the CyclePTZ with methods from the liter-
ature. For this, we consider two AXIS P1357 cameras (with resolu-
tion of 1280 x 720 and 2592 x 1944 pixels) and two AXIS P5512
PTZ cameras with resolution of 704 x 480 pixels, pan and tilt speed
of 100°/sec, and 12x zoom level. We compare master-slave setups
using the experimental setup proposed in [19]. We provide a video
that contains part of the tests'.

Dataset. Our dataset has samples from two scenarios. In the first
scenario, we collected 560 corresponding points and in the second,
we recorded 324 corresponding points.

Evaluation metrics. We evaluate the performance using the Tar-
get to Center Error (TCE) and Track Fragmentation (TF). While the
TCE metric measures the displacement between coordinates of the
target center and the center of the PTZ camera image, the TF evalu-
ates whether the target is inside or outside of the PTZ camera view.

CyclePTZ architecture. We adapt the architecture of the method
proposed in [19] for models f and g, which contains two fully con-
nected layers with 15 and 10 neurons respectively. The hidden layers
are equipped with the Rectification Non-Linearity (ReLU) activation
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Fig. 2: ToU as function of the number of corresponding points used
to build the model. Left image shows the CyclePTZ and right image
shows the baseline approach without cycle loss.

function and the last layer uses the Hyperbolic Tangent activation
function. During the training, the number of epochs is limited to
3000 and the batch size is fixed as 15. We use the Adam optimizer
with learning rate equals to 0.0002 and 3 equals to 0.5. For all the
experiments, we set A1 = 5, Aa = 5, A3 = Ll and Ay = 1.

Cycle Loss. In this experiment, we evaluate the importance of the
cycle consistency loss in the obtained experimental results. We com-
pare the CyclePTZ with a baseline approach that trains forward (f)
and backward (¢g) models with L.yce equals zero (see Eq. 2). We
measure the accuracy of both approaches using the IoU between the
prediction (rh = g¢(s)) and the bounding boxes (m) in the master
camera view. The idea is that a better model will result in a higher
IoU. Furthermore, we train both methods by increasing the number
of corresponding points until 480 samples and test with 112 samples
never seen in training.

In Figure 2, we increase the number of training samples and cal-
culate the obtained /oU in the test set. According to the results, the
CyclePTZ is more stable than the baseline approach. For instance,
the CyclePTZ average is 0.58 & 0.17 and the baseline approach is
0.48 £ 0.25. We also observe that the CyclePTZ converges to an loU
of 0.50 with approximately 25 samples, while baseline approach re-
quires a minimum of 100 samples. We credit this improvement to
the cycle consistency term.

Multiple people corresponding points. Collecting corresponding
points in a multiple people scenario is a challenging task as we need
to find the same target in PTZ and fixed camera images. To achieve
that, we use the CyclePTZ to train a supervisor model (g) that ob-
tains the approximate position of a person aligned in the PTZ camera
with parameter s in the master camera view - the ellipsoidal region
(B(s)). Figure 3 illustrates examples of corresponding points and
the ellipsoidal region obtained when training the CyclePTZ with 70
samples. The first column shows a case of a valid corresponding
point where the IoU between the output of supervisor model g(s)
and the bounding box m is 0.62. Differently, the second column
presents a wrong match (i.e, the bounding m; with highest JoU with
g(s) does not correspond to the individual centered in the PTZ cam-
era) and the region j3(s) collaborates to discard this corresponding
point due to the nonzero JoU with multiple detections. Finally, the
third column presents a case where the loU is zero for all bounding
boxes and, therefore, the sample is discarded. Based on these scenar-
ios, we can observe that the supervisor model allows the automatic
capture of valid corresponding points.

Homography. A common strategy when dealing with a master-slave
system is to use a homography to correlate fixed and PTZ cameras
using a common ground plane. One drawback of this approach is the
need to return the PTZ camera to a home position (i.e, the position
where the homography was learned) before each command. Besides,
this process results in accumulated errors as the camera never returns
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Fig. 3: Recording corresponding points with single and multiple
people. Top and bottom images are captured by a fixed and a PTZ
camera, respectively. Green bounding boxes represent the CyclePTZ
output (¢g(s)) and, the red and blue bounding boxes are those with no
overlapping and the highest overlapping, respectively.

Fig. 4: PTZ camera returning to a home position. Template matching
in two different zoom configurations (0% left and 100% right), blue
square is the initial crop and the green box is the result from template
matching after the PTZ camera moves.

precisely to the home position. To measure this error, we executed
the template matching technique and observed an offset error when
the PTZ camera executes movements and returns to the home posi-
tion (Figure 4). In fact, the Euclidean distance error increases with
the zoom level - 22 pixels in zoom level 0% and 80 pixels in zoom
level 100%. Accordingly to these results, there are accumulated er-
rors that impact on the homography accuracy.

Multiple ground planes. In this experiment, we evaluate the pro-
posed CyclePTZ in a scenario with three planes (as shown in Fig-
ure 6). To compare the accuracy of the CyclePTZ with samples cap-
tured on different planes, we initially restricted the training to 150
samples captured only on the blue plane. Then, we increment the
dataset by including 16 samples captured on the yellow plane. Fi-
nally, we trained the CyclePTZ with 259 samples distributed around
the entire scenario. Figure 5 shows the average IoU obtained in dif-
ferent positions of the experimental setting. Based on these results,
we can conclude that the CyclePTZ is not limited to a single plane as
the model improves considerably as we add samples from different
planes. For instance, the average IoU that is initially 0.05 increases
to 0.32 as we add samples from other planes.

Quantitative results. We execute all tests recording a target walking
in surveillance scenario during three minutes. We tested two cases,
in the first experiment, we evaluated the proposed CyclePTZ and
the homography. Differently, in the second experiment, we tested
the proposed CyclePTZ model and the learning-based approached
proposed by [19]. To compute the metrics (TCE and TF), we manu-
ally labeled the person detections using as an initial guess the output
of the object detection YOLO [25]. Based on the results presented
in Table 1, the proposed CyclePTZ outperformed the baseline ap-
proaches in both tests and for both metrics evaluated. As an exam-
ple, CyclePTZ presents the TCE of 35.36 against 65.94 of homog-
raphy in Test 1. This improvement can be explained by the single

Fig. 5: Heatmap of average IoU as data is added from different
ground planes (see Fig. 6). From left to right, only samples from
blue plane, samples from blue and yellow planes and samples from
the entire setting.
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Fig. 6: The three planes evaluated (top) and examples of CyclePTZ
results for each one of these planes (bottom).

Table 1: Comparison of CyclePTZ with different approaches.

Test Method TCE (pixels) | | TF(%) 1 IoU 1
1 CyclePTZ 35.36 4+ 56.59 99.8 -
Homography 65.94 £ 44.61 98.9 -
2 CyclePTZ 102.90 + 58.79 99.2 0.26+0.18
Reis et. al [19] | 114.18 £+ 61.80 98.8 0.23+0.19

plane constraint and the accumulated error of homography. In addi-
tion, CyclePTZ improves the TCE in 10.92 percentage points when
compared to the model proposed in [19]. We relate this performance
gain to the cycle-consistency loss as the model proposed in [19] only
learns the mapping function f, while the CyclePTZ learns both f and
g models and connect them by using the cycle loss.

4. CONCLUSIONS

In this paper, we present an effective CyclePTZ framework for
master-slave setups. Our method concentrates on a supervised
model that trains a correspondence mapping with several targets
and multiple ground planes. The method uses a cycle-consistence
model with an ellipsoidal region to process corresponding points
and avoids re-identification methods to disambiguate individuals in
multiple people scenarios. In addition, CyclePTZ presents impor-
tance of corresponding points in regions where there are multiples
ground planes. Experimental results demonstrate that our approach
performs favorably against existing master-slave algorithms. Fur-
thermore, we believe that the CyclePTZ can be integrated to camera
cooperation and coordination to provide high-quality images to
other computer vision tasks, e.g., face and periocular recognition.
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